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The timecourse of generalization in phonotactic learning 
Tal Linzen & Gillian Gallagher (New York University) 

 
Phonotactic knowledge exists at several levels of generality. For example, a speaker of English 
may know that [b] and [g] are both legal sounds of English, and at the same time know that 
voiced stops as a class are legal. Implicit proposals in some extant models of phonological 
learning (Albright & Hayes 2003; Adriaans 2011) suggest that abstract patterns may only be 
learned after individual instances of the pattern are represented (the specific-before-general 
assumption); e.g., the knowledge that English has [b] and [g] must precede the knowledge that 
English has voiced stops. We put this assumption to an empirical test in an artificial grammar 
learning experiment. Participants showed evidence of learning an abstract pattern before 
individual instances of that pattern, undermining the specific-before-general assumption. 

Background: The Minimal Generalization Learner (MGL) (Albright & Hayes 2003; 
Albright 2009) and STAGE (Adriaans 2011; Adriaans & Kager 2010) are two models that 
account for speakers’ ability to generalize their phonological knowledge outside the space of 
attested sound sequences. Both algorithms functionally assume that learners first represent the 
statistical distribution of individual sounds, and only then generalize to more abstract patterns. 
For example, both models predict that when learning the phonotactics of onset clusters in a new 
language, a learner would first notice the well-formedness of the individual onset clusters [bl], 
[br], and [gl], and only then posit the generalization that stop-liquid onsets are permissible.  

Experiment: Our experiment exposes participants to C1V1C2V2 words of a made-up 
language. In half of the words, C1=C2 and in half C1≠C2. There are two kinds of knowledge that 
can be extracted from the training data: (1) the individual C1-C2 consonant pairs that are attested 
and (2) the broader generalization that identical consonant pairs are well-formed. We test what 
kind of knowledge is acquired with different amounts of training data. If the specific-before-
general hypothesis is correct, we should see evidence of learning the individual consonant pairs 
before evidence of learning the broader generalization about identical pairs. 

Methods: The training data consisted of 8 different C1-C2 pairs, 4 of which were identical 
and 4 of which were not. In training, participants were presented auditorily with 1, 2, 4, 8 or 16 
stimuli with each of the 8 consonant pairs. In testing, they were presented with a novel stimulus 
and asked “Does this sound like it could be a word of the language you learned?”. The testing 
stimuli were 16 items, 8 containing the consonant pairs heard in training, and 8 containing new 
consonant pairs. C1 and C2 in the novel consonant pairs had always been heard in training, in 
both initial and medial position, but the C1-C2 combination had not been heard (see Table 1). A 
total of 12 unique stimulus items were constructed for each consonant pair, by crossing the pair 
with all non-identical combinations of [a e i u] in V1-V2. The experiment was run online, using 
Experigen (Becker & Levine 2010), and participants were recruited via Mechanical Turk 
(www.mturk.com). There were 70 participants in each of 5 conditions (1, 2, 4, 8 or 16 
exposures). The order of presentation was randomized for each subject individually. All 
participants judged 16 testing items, one from each consonant pair. 

Results: Logistic mixed effects models with maximal random effect structures were fitted to 
the participants’ responses (“yes” or “no”) in each of the five exposure conditions. Participants in 
the 1 exposure condition did not show evidence of distinguishing between attested and unattested 
items (main effect of attestedness: p = 0.74; all p-values were calculated using likelihood ratio 
tests). As the number of exposures to the items increased, participants started to favor attested 
items (2 exposures and up: p < 0.01). Crucially, the participants showed a preference for words 
with identical consonants after a single exposure, before there was any evidence of learning 
individual consonant pairs (main effect of consonant pair type (identical vs. arbitrary): p = 
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0.001). The preference for identical pairs over arbitrary pairs was maintained for the higher 
exposure conditions as well (p < 0.05 for 2 through 16 exposures). The effect of identity differed 
between the unattested and attested consonant pairs, however. For the attested consonant pairs, 
there was a preference for identical consonants in the 1 and 2 exposure conditions, but the 
preference disappeared in the higher exposure conditions. For the unattested consonant pairs, 
however, there was a consistent preference for identical consonants in all exposure conditions. 

TRAINING TESTING 
  attested in training unattested in training 

identical identical identical 
p-p 
ʃ-ʃ 
g-g 
n-n 

pipa 
ʃuʃe 
gagu 
nuni 

p-p 
ʃ-ʃ 
g-g 
n-n 

papu 
ʃiʃe 
guge 
nenu 

k-k 
s-s 
dʒ-dʒ 
m-m 

keku 
sasi 
dʒidʒe 
mamu 

arbitrary arbitrary arbitrary 
k-s 
m-dʒ 
dʒ-k 
s-m 

kesa 
midʒe 
dʒaku 
semu 

k-s 
m-dʒ 
dʒ-k 
s-m 

kusa 
midʒa 
dʒaki 
sami 

p-n 
n-g 
g-ʃ 
ʃ-p 

pina 
nage 
gaʃe 
ʃipu 

Table 1: All consonant pairs used in training and testing, with randomly selected examples. 
  
 Discussion: Two influential models of phonological rule learning, The Minimal 
Generalization Learner and STAGE, implicitly make the specific-before-general assumption: the 
acquisition of general rules must follow the acquisition of their specific instantiations. Our data 
show the opposite pattern: the general rule was acquired earlier than its specific instantiations. 
This result suggests that learners entertain hypotheses over rules at multiple levels of generality 
at the same time. When the amount of training data is limited, general rules, which receive 
support from multiple different types, are learned more robustly than specific rules. These results 
are consistent with an infant learning experiment, which showed that 9-month-olds successfully 
learned to segment nonsense speech when presented with stimuli that conformed to the abstract 
pattern [+voice][-voice] (bat, dap), but not when the stimuli contained arbitrary sound sequences 
that couldn’t be grouped under a general rule (e.g. bat, pad) (Saffran & Thiessen 2003). While 
the results of the current experiment show early learning of an identity based generalization, it is 
possible that patterns that reference identity benefit from a specific perceptual mechanism 
(Endress et al. 2007, 2009; Gervain et al. 2008), and thus the results here may not generalize to 
all phonological patterns. Future experiments will investigate the timecourse of learning other 
types of patterns. 

 
Figure 1: Results of the experiments. Error bars reflect bootstrapped 95% confidence intervals. 
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